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In the food industry, simple questions can be hard to answer
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How often should we 
test our work surfaces 

for Listeria spp.?

Can we extend shelf life 
by two days if the cold 

chain holds at 6°C?

We have a positive 
finding. Do we need to 

initiate a recall?

Complex environment – complex requirements
EU, FDA, national laws, export markets, retailer standards, 
best practices, research results, competing stakeholder 
interests – all applying to one product

Regulation, procedure and evidence are all provided in 
natural language
Language models are a good fit for a decision support 
system

But: language models are inherently unreliable

→Further grounding is required



Empowering LLMs for the task at hand
Integrated Components for trustworthiness.
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Knowledge base

Every answer is grounded 
and carries a citation. 
Unsupported answers are 
discarded.

User context

User, role and facility 
profiles shape and 
customize the answer.

Predictive models

Recommending and 
executing a FSKX-simulation
grounds the answer further.

Confidence levels

Explicit communication 
alongside every response 
indicates the need for 
additional information.

EPCIS audit trail

Each tool call is written to 
an immutable log to allow 
for decision reconstruction.

Risk negotiation

Transparently balancing 
competing stakeholder 
interests and valuation of 
trade-offs.
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SAFE-D architecture
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How often should we 
test our work surfaces 

for Listeria spp.?
Language model 
and MCP server

Collects 
information, 

recommends, 
selects and triggers 
the simulation and 

compiles the 
answer.

Records the audit 
trail.

Facility profile
Work surface material 

is stainless steel, 
average facility 

temperature appr. 22 °C 

Knowledge base
Check SOP for cleaning 

protocol,
testing requirement in 
regulatory documents

FSKX simulation
Predict growth of 

Listeria spp. on stainless 
steel at 22°C using 
model A (ID 19283) 

Do you want me to  simulate 
the growth of Listeria spp. on 

stainless steel surfaces at 
22°C with Model A?

Yes

The SOP for the facility 
recommends cleaning the 
work surface at the end of 
every shift1. The simulation 

confirms contamination stays 
below the safety threshold2. 

Sources: …

Confidence: High

EPCIS audit trail



Design decisions

Central LLM 
orchestration

Capability-shaped 
services on a 

custom MCP bus

State lives on the 
server, not in the 

model

Deployment 
agnostic design

Explicit domain 
rule enforcement
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Known constraints and next steps

The LLM is load bearing
Which model can carry the weight is an 
empirical question, not a specification.
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Token cost is elemental
Property of the design, not only tuning. 
Prompt compression might be needed.

RAG alone might not be enough
Exploring more elaborated solution like 
Knowledge Graphs or GraphRAG could 
elevate the architecture further.

Towards real-world validation
Build on real-world requirements, the 
architecture needs validation as an 
implemented system.



Building on modern standards like EPCIS, MCP and FSKX 
empowers a new generation of trustworthy AI beyond the 

limitations of LLMs.

Stefan Dehm | KIDA KON 2026 | 29.09.2026 | Berlin8

Key takeaway
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